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Motivation (1)

Transformers are introduced in “Attention is all you need” by Vaswani et al.

The basic model in machine learning used in today’s Large Language Models

Applications in natural language processing, computer vision, language recognition,
time series analysis, . . .
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Motivation (2)

However, in many cases the output of those transformers is just nonsense:

(Spoiler: the input string contains actually 22 a’s which is an even number)
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Motivation (3)

Questions:
1 What can be expressed in transformers?

e.g. Parity = {w ∈ {a, b}∗∶ ∣w∣a is even} is expressible with a transformer [Chiang &
Cholak 2022]

2 What can transformers learn?
e.g. Parity is not trainable with known algorithms [Bhattamishra et al. 2020]

3 (How) Can we verify the (in)correctness of a transformer?
4 . . .

Much research was already done for transformers with words as input
Not (much) covered in research: transformers that take more complex data (like
pictures, videos, voice, time series, . . . ) as input
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Unique Hard Attention Transformers (UHAT)

on Data Sequences

a b c a a b d c end

u⃗1 u⃗2 u⃗3 u⃗4 u⃗5 u⃗6 u⃗7 u⃗8 0⃗

input sequence

WEword embedding

u⃗a u⃗b u⃗c u⃗a u⃗a u⃗b u⃗d u⃗c u⃗end

⊗ PEpositional encoding

v⃗1 v⃗2 v⃗3 v⃗4 v⃗5 v⃗6 v⃗7 v⃗8 v⃗9

#

#

k layers

w⃗1 w⃗2 w⃗3 w⃗4 w⃗5 w⃗6 w⃗7 w⃗8 w⃗9output sequence

⟨w⃗1, z⃗⟩ > 0? z⃗

0 / 1

acceptance criterion

word over finite alphabet Σ,
ends with an end-of-sequence symbol “end”,

length n is arbitrary

word over infinite alphabet Σ = Qd ,
end-of-sequence symbol is now 0⃗

length n is arbitrarygiven: arbitrary function WE∶Σ → Rd

given: arbitrary function PE∶N ×N→ Re

e.g., 0, i , 1
i
, i
n
, sin i , . . .

compute for each position 1 ≤ i ≤ n:

v⃗i = (
u⃗a i

PE(i , n)) ∈ R
d+e

Attention layer:
v⃗1 v⃗2 v⃗3 v⃗4 v⃗5 v⃗6 v⃗7 v⃗8 v⃗9

0 −2 π 1 42 21 42 e
√
2

↝ a⃗1 = v⃗2
↝ a⃗2 = v⃗5
↝ a⃗3 = v⃗7
↝ a⃗4 = v⃗9
↝ a⃗5 = v⃗7
↝ a⃗6 = v⃗8
↝ a⃗7 = v⃗8
↝ a⃗8 = v⃗9
↝ a⃗9 = v⃗9

v⃗1
v⃗1

v⃗2

v⃗2

v⃗3

v⃗3

v⃗4

v⃗4

v⃗5

v⃗5

v⃗6

v⃗6

v⃗7

v⃗7

v⃗8

v⃗8

v⃗9

v⃗9

v⃗′i = C(v⃗i , a⃗i)

v⃗′1 v⃗′2 v⃗′3 v⃗′4 v⃗′5 v⃗′6 v⃗′7 v⃗′8 v⃗′9

s4,7

cell (i, j) contains
the attention score
si, j = ⟨A(v⃗i), B(v⃗ j)⟩
with A, B∶Rr → Rs

given affine transformations
−∞

Instead of PE: past masking:
ignore all attention scores si , j

with j ≤ i

Do not mask v⃗n!

for each row i:
pick left-most vector
with maximum score
↝ attention vector a⃗i

C∶R2r → Rt is given
affine transformation

ReLU layer:
v⃗1 v⃗2 v⃗3 v⃗4 v⃗5 v⃗6 v⃗7 v⃗8 v⃗9

v⃗′i =

⎛
⎜⎜⎜⎜⎜⎜
⎝

v⃗i[1]
⋮

max{0, v⃗i[ j]}
⋮

v⃗i[t]

⎞
⎟⎟⎟⎟⎟⎟
⎠

v⃗′1 v⃗′2 v⃗′3 v⃗′4 v⃗′5 v⃗′6 v⃗′7 v⃗′8 v⃗′9

given vector z⃗ ∈ Rt
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Circuit Complexity
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Circuit Complexity: Results

Theorem (Hao et al. 2022 & Barceló et al. 2023)
Every word language accepted by a UHAT with positional encoding is in AC0. There are word
languages in AC0 that cannot be accepted by a UHAT.

Theorem
Every data language accepted by a UHAT with positional encoding is in TC0. There is a
UHAT (without positional encoding) accepting a data language that is not in AC0.

Languages accepted by a family of circuits of
constant depth,
polynomial size, and
Boolean gates with unbounded fan-in.

AC0 + majority gates
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Every word language accepted by a UHAT with positional encoding is in AC0. There are word
languages in AC0 that cannot be accepted by a UHAT.

Theorem
Every data language accepted by a UHAT with positional encoding is in TC0. There is a
UHAT (without positional encoding) accepting a data language that is not in AC0.

Languages accepted by a family of circuits of
constant depth,
polynomial size, and
Boolean gates with unbounded fan-in.

AC0 + majority gates

7



Circuit Complexity: Results

Theorem (Hao et al. 2022 & Barceló et al. 2023)
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Circuit Complexity: UHAT is in TC0

Recall: Multiplication of two numbers can be realized in TC0, but not in AC0.

Observation (The word case)
Let n ∈ N. A UHAT sees only a finite number of real numbers during its computation on
any input of length n.
⇒We can compute with these numbers symbolically (using a fixed table).⇒ AC0

Problem
Symbolic computations are impossible in the data case: for any sequence length n ∈ N we
can see infinitely many (real) numbers during the computation of the UHAT.

Solution
If the input has bit length ℓ ∈ N we can approximate the real numbers by rational ones of bit
length ℓO(1).
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Circuit Complexity: UHAT is not in AC0

Theorem (Buss 1992)
The following problem is TC0-complete under AC0-reductions:

Given Integers a, b, c ∈ Z
Question Does ab > c hold?

We have ab > c⇐⇒ a > c
b
.

⇒ “ab > c?” for a, b, c ∈ Z reduces to “r > s?” for r, s ∈ Q.

The latter problem is accepted by a 0-layer UHAT with acceptance vector
z⃗ = (1,−1). ◻
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Section 2

Regular Languages
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Intermezzo: Symbolic Automata and Regular Data Sequences

q0 q1 q2

q3 q4 q5

a, b

a

b

c

aa

b, c

a

c

⟦x1 + x2 = x3⟧

⟦x1 > 0⟧

⟦x2 = 0⟧

⟦x1 = 1
2 ⋅ x2⟧

⟦x1 > 0⟧⟦x1 > 0⟧

⟦x1 = x2⟧

⟦x1 > 0⟧

⟦x3 = 42⟧

transition is enabled on input (12
3
)

if 1 + 2 = 3 holds

Edge labels are now sets S ⊆ Qd with decidable membership and emptiness problems.
(12
3
) (0.10

0
) (10.521

42
)

∈ L(A)
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3
)

if 1 + 2 = 3 holds

Theorem (D’Antoni & Veanes 2021)
Regular data languages share many properties with regular languages — like closure under
Boolean operations, determinizability, and decidability of emptiness.
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UHAT vs. Regular Data Sequences (1)

Theorem (Angluin, Chiang, & Yang 2023)

Every word language accepted by a UHAT (without positional encoding, with masking) is
star-free and, hence, regular.

Theorem
Consider the data language

Double ∶= {(r1, . . . , rn) ∣ n ≥ 1 and 2ri < ri+1 for all 1 ≤ i < n} .

This data language is not regular, but is accepted by a UHAT without positional encoding and
with past masking.

Proof. Double is not regular: Apply pumping lemma.
Double is accepted by a UHAT: next slide ◻

e.g., (0, 1, 3, 7, 15), (-20, -9, -4, -1) ∈ Double
(0, 1, 3, 5, 20) ∉ Double

12
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UHAT vs. Regular Data Sequences (2)

inputs u⃗i 0 1 3 5 20 0

(01) (11) (31) (51) (201 )(00)

↝ a⃗ilayer 1

-∞

(01)

(01)

(11)

(11)

(31)

(31)

(51)

(51)

(201 )

(201 )

(00)

(00)

-1 -3
-1

-5
-3
1

-20
-18
-14
-10

0
0
0
0
0
0

vi = a⃗i[2]

0 0 0 1 0 0

↝ bi

0 0 0 1 0 0

layer 2

-∞

0

0

0

0

0

0

1

1

0

0

0

0

0 0
0

1
1
1

0
0
0
0

0
0
0
0
0
0

wi = 1 − (vi + bi)

0 0 0 0 1 1

⟨w1, z⟩ > 0? z = 1

0 / 1

distinguish 0 from the end-of-sequence symbol

Check for all i < j < n that 2 ⋅ u⃗i[1] < u⃗ j[1] holds.
Compute: si , j = -(u⃗ j[1] − 2u⃗i[1] ⋅ u⃗ j[2])

Check for all i < j ≤ n that vi = v j = 0 holds.
Compute si , j = vi + v j
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Section 3

Logic
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Intermezzo: Linear Temporal Logic (LTL)

ϕ ∶∶= a (a ∈ Σ) ∣ ⊺ ∣ ¬ϕ ∣ ϕ ∨ ϕ ∣ X ϕ ∣ ϕ U ϕ ( ∣ F ϕ ∣ G ϕ )

Example

a a a b c a a b a c

(a U X b) ∧GF c

L(ϕ) = {w ∈ Σ∗ ∣ w , 1 ⊧ ϕ}

Theorem (Kamp 1968)

The word languages defined by LTL are exactly the star-free / aperiodic / counter-free /
FO-definable languages. These are the languages accepted by UHAT with masking and
without positional encoding [Angluin, Chiang, & Yang 2023].

w , i ⊧ a iff w[i] = a

w , i ⊧ X ϕ iff i < ∣w∣ and w , i + 1 ⊧ ϕw , i ⊧ ϕ U ψ iff
there is j ∈ [i , ∣w∣] with w , j ⊧ ψ and

w , k ⊧ ϕ for all k ∈ [i , j − 1]

w , i ⊧ F ϕ = ⊺ U ϕ iff
there is j ∈ [i , ∣w∣] with w , j ⊧ ϕ

w , i ⊧ G ϕ = ¬F¬ϕ iff
w , j ⊧ ϕ for all j ∈ [i , ∣w∣]
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Intermezzo: LTL with Monadic Predicates (LTL(Mon))

ϕ ∶∶= a (a ∈ Σ) ∣ Θ ∣ ⊺ ∣ ¬ϕ ∣ ϕ ∨ ϕ ∣ X ϕ ∣ ϕ U ϕ

Example

Let Σ = {a, b} and θn(i) = 1 iff n is even and i = n
2 .

1

a
2

a
3

a
4

a
5

b
6

b
7

b
8

b

ϕ = FΘ ∧G(a↔ FΘ)

Then L(ϕ) = {anbn ∣ n ∈ N}, which is not regular.

Let (θn)n∈N be a family of predicates θn∶ {1, . . . , n} → {0, 1}.
w , i ⊧ Θ iff θ∣w∣(i) = 1
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Intermezzo: LTL with Monadic Predicates (LTL(Mon))

ϕ ∶∶= a (a ∈ Σ) ∣ Θ ∣ ⊺ ∣ ¬ϕ ∣ ϕ ∨ ϕ ∣ X ϕ ∣ ϕ U ϕ

Theorem (Barceló, Kozachinskiy, Lin, Podolskii 2023)

The word languages defined by LTL(Mon) are accepted by UHAT with positional encoding.

Theorem (Angluin, Chiang, & Yang 2023)

The word languages defined by LTL(Mon) are exactly those languages accepted by UHAT
that have positional encodings with finite image.

Let (θn)n∈N be a family of predicates θn∶ {1, . . . , n} → {0, 1}.
w , i ⊧ Θ iff θ∣w∣(i) = 1
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Locally Testable Linear Temporal Logic (LTLTL)

ϕ ∶∶= ⟨a⃗, (x⃗1, . . . , x⃗k+1)⟩ > b ∣ Θ ∣ ⊺ ∣ ¬ϕ ∣ ϕ ∨ ϕ ∣ X ϕ ∣ ϕ U ϕ

Example

x1 x2x1 x2x1 x2 x1 x2

?

0 1 3 5 11 42 99 200

ϕ = G(¬Last→ -2x1 + x2 > 0)

where Last = ¬X⊺. Then L(ϕ) = Double.

(v⃗1, . . . , v⃗n), i ⊧ ⟨a⃗, (x⃗1, . . . , x⃗k+1)⟩ > b iff i ≤ n − k and ⟨a⃗, (v⃗i , . . . , v⃗i+k)⟩ > b
where v⃗1, . . . , v⃗n ∈ Qd , a⃗ ∈ Qd⋅(k+1), and b ∈ Q

17
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LTLTL: More Examples (1)

Example (Linear Recurrence Sequences)

Fix a rational matrix A ∈ Qd×d and a vector y⃗ ∈ Qd .
For x⃗ ∈ Qd consider the sequence x⃗ ,Ax⃗ ,A2x⃗ , . . . ,An x⃗ such that n is minimal with
⟨ y⃗,An x⃗⟩ = 0
The language of all such sequences is generated by the following formula:

G ((¬Last→ (⟨ y⃗, x⃗1⟩ ≠ 0 ∧ Ax⃗1 = x⃗2)) ∧ (Last→ ⟨ y⃗, x⃗1⟩ = 0)) .
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LTLTL: More Examples (2)

Example (7-day Simple Moving Average)

Check for an “uptrend” in a time series.
Accept a sequence of rationals iff at each time t the value is above the average of the
week ending at t.
Generated by the following formula:

G(X6 ⊺ → 7x7 >
7
∑
i=1
xi)
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LTLTL vs. UHAT (1)

Theorem
Let ϕ ∈ LTLTL. Then the data language L(ϕ) is accepted by a UHAT with positional encoding.

Lemma

1 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd picks the attention vector a⃗i = v⃗i+1 for each 1 ≤ i ≤ n.

2 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd with v⃗1[ℓ], . . . , v⃗n[ℓ] ∈ {0, 1} picks the attention vector a⃗i = v⃗ j where
i ≤ j ≤ n is minimal with v⃗ j[ℓ] = 0 for each 1 ≤ i ≤ n.

3 There is a UHAT with positional encoding that on every sequence v⃗1, . . . , v⃗n , 0⃗ ∈ Qd

outputs w⃗1, . . . , w⃗n , 0⃗ such that
w⃗i = (v⃗i[1, ℓ − 1], ⟦v⃗i[ℓ] > 0⟧, v⃗i[ℓ + 1, d])

for each 1 ≤ i ≤ n.
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20



LTLTL vs. UHAT (1)

Theorem
Let ϕ ∈ LTLTL. Then the data language L(ϕ) is accepted by a UHAT with positional encoding.

Lemma

1 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd picks the attention vector a⃗i = v⃗i+1 for each 1 ≤ i ≤ n.

2 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd with v⃗1[ℓ], . . . , v⃗n[ℓ] ∈ {0, 1} picks the attention vector a⃗i = v⃗ j where
i ≤ j ≤ n is minimal with v⃗ j[ℓ] = 0 for each 1 ≤ i ≤ n.

3 There is a UHAT with positional encoding that on every sequence v⃗1, . . . , v⃗n , 0⃗ ∈ Qd

outputs w⃗1, . . . , w⃗n , 0⃗ such that
w⃗i = (v⃗i[1, ℓ − 1], ⟦v⃗i[ℓ] > 0⟧, v⃗i[ℓ + 1, d])

for each 1 ≤ i ≤ n.

1

1

1

1

1

1

0

0

0

0

1

1

0

0

20



LTLTL vs. UHAT (1)

Theorem
Let ϕ ∈ LTLTL. Then the data language L(ϕ) is accepted by a UHAT with positional encoding.

Lemma

1 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd picks the attention vector a⃗i = v⃗i+1 for each 1 ≤ i ≤ n.

2 There is a UHAT layer (using positional encoding) that on every sequence
v⃗1, . . . , v⃗n , 0⃗ ∈ Qd with v⃗1[ℓ], . . . , v⃗n[ℓ] ∈ {0, 1} picks the attention vector a⃗i = v⃗ j where
i ≤ j ≤ n is minimal with v⃗ j[ℓ] = 0 for each 1 ≤ i ≤ n.

3 There is a UHAT with positional encoding that on every sequence v⃗1, . . . , v⃗n , 0⃗ ∈ Qd

outputs w⃗1, . . . , w⃗n , 0⃗ such that
w⃗i = (v⃗i[1, ℓ − 1], ⟦v⃗i[ℓ] > 0⟧, v⃗i[ℓ + 1, d])

for each 1 ≤ i ≤ n.

1

1

1

1

1

1

0

0

0

0

1

1

0

0

20



LTLTL vs. UHAT (2)

Let ϕ ∈ LTLTL be a formula.
We construct a UHAT Tϕ,m with positional encoding that on any input
v⃗1, . . . , v⃗n , 0⃗ ∈ Qm outputs w⃗1, . . . , w⃗n , 0⃗ ∈ Qm+1 with

w⃗i[1,m] = v⃗i and w⃗i[m + 1] =
⎧⎪⎪⎨⎪⎪⎩

1 if (v⃗1, . . . , v⃗n), i ⊧ ϕ
0 otherwise.

Induction on ϕ:

ϕ = Θ∶

Set the positional encoding p(i , n + 1) = θn(i) for each 1 ≤ i ≤ n and p(n + 1, n + 1) = 0
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LTLTL vs. UHAT (3)

ϕ = ⟨a⃗, (x⃗1, . . . , x⃗k+1)⟩ > b∶

Gather the k right neighbors of each element.
The last of these k layers outputs the value xi = ⟨a⃗, (v⃗i , . . . , v⃗i+k)⟩ − b.
Finally, apply the UHAT that computes the indicator function ⟦xi > 0⟧.

ϕ = ψ ∧ χ∶

Let Tψ,m and Tχ,m be UHATs for ψ resp. χ.
Concatenate both UHATs, compute xi = w⃗i[m + 1] + w⃗i[m + 2] − 1 in another layer.
Finally, apply the UHAT that computes the indicator function ⟦xi > 0⟧.

ϕ = ¬ψ∶

Let Tψ,m be the UHAT for ψ.
Tϕ,m+1 extends Tψ,m by one layer computing 1 − w⃗i[m + 1].

k times:
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LTLTL vs. UHAT (4)

ϕ = Xψ∶

Let Tψ,m be the UHAT for ψ.
Tϕ,m+1 extends Tψ,m by one new layer that copies the value of w⃗i+1[m + 1] to the
output w⃗′i[m + 2].

ϕ = ψ U χ∶

Let Tψ∧¬χ,m be the UHAT for ψ ∧ ¬χ.
Extend this UHAT by the layer selecting the next position with value 0.
Return the value of χ at that position. ◻
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Conclusion

UHATs on words UHATs on data
⊆ AC0 [Hao et al. 2022] ⊆ TC0,

Circuit complexity
≠ AC0 [Barceló et al. 2023] ⊈ AC0 ∗

Regularity = Star-Free ∗ [Angluin et al. 2023] ⊈ Regular ∗

= LTL ∗ [Angluin et al. 2023]
Logic

⊇ LTL(Mon) [Barceló et al. 2023]
⊇ LTLTL

Thank you!
∗without positional encoding, but with masking
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